Drawing samples: what a sample reveals about the
population

An article accompanying the VUStat app Sampling — Piet van Blokland

Motivation

A pollster phones a few hundred people and then dares to say something about a country

of millions. How is that possible? And why are you actually never called? Behind those two
questions lies the heart of teaching about sampling, and that heart is far better shown than
explained. This app was made for exactly that: you draw a population, draw samples from it,
and see with your own eyes how the outcomes behave — including the one law that
explains everything: the square-root-n law.

And it is about much more than polls. Much of our knowledge does not come from big data,
but from research with relatively small numbers — sometimes only a few dozen
participants. A large part of science rests on this: countless journals publish precisely such
studies. The holy grail here is the randomised, double-blind trial: chance decides who
ends up in the control group and who in the experimental group, and neither the patient nor
the doctor knows which group anyone is in — this prevents expectations from colouring the
outcome. Precisely because such small samples carry so much weight, statistics is an
indispensable subject in a whole range of disciplines, from medicine to psychology.

This article walks through the most importantideas, each time with an app in which you do
it yourself: www.vustat.eu/apps/ (menu item Sampling).

1. First: what is a distribution?

Before you draw samples, you need to get a feel for what a distribution is. The app helps
with something simple and powerful: you can draw the population with the mouse. Under
Population, choose the option Custom distribution and draw a shape — a hill, a valley, two
peaks, whatever you like.

That makes one idea immediately tangible: probability is area. Where the curve is high,
there is a lot of area, and it is precisely from there that most elements are drawn. Where the
curve is low, almost nothing is drawn. A distribution is therefore not an abstract formula,
but a landscape that tells you where the draws come from. Once you see that, you look
differently at every graph that follows.
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Try it yourself — draw a distribution

Open www.vustat.eu/apps/sampling/ and set Population to Custom

distribution. - Draw a shape with the mouse: one high hill and a low tail. - Draw a
sample and look at where the drawn points fall. Do the busiest spots match where
your curve is highest? - Now deliberately make a strange landscape (two narrow

peaks) and predict first where the draws will lie before you let it show them.

2. Drawing a sample

The app shows three layers, which you can switch on and off separately: Show population,
Show sample and Show distribution. First turn on only the population and the sample.
Choose a Size — the number of elements per sample — and draw. You see which elements
have been picked from the population landscape. Draw again: a different sample, different
points. That variation is exactly the sampling variation that carries the rest of the story.




3. The distribution of the mean — and the square-root-n law

Now turn on Show distribution. For each sample the app computes the mean and places it
as a single point at the bottom. Draw thousands of them, and a new distribution builds up:
the sampling distribution of the mean. Two things stand out, and together they form the
core:

1. The cloud of means is centred on the population mean.

2. The cloud is narrower than the population — and the larger the Size, the narrower it
is.

That second pointis the square-root-n law: the spread of the mean decreases by a factor
of vn. A sample four times as large makes the cloud half as wide, not four times as narrow.
Students can discover this here for themselves by doubling and quadrupling the size and
watching how much narrower it becomes — instead of being handed the formula.

Try it yourself — the square-root-n law With Show distribution on: - Set Size to
1, draw many samples, and note the width of the cloud. - Increase to 4, then 16,
then 64. Does the cloud become about half as wide at each step? - Have students
predict how large the sample must be to make the cloud ten times as narrow.

(Answer: a hundred times as large — exactly the vn.)

There is one more surprisingly instructive interaction. Each point at the bottom is one
sample, and you can click on it: the app then shows the sample that produced that mean.
Click on an outlier — a mean far from the centre — and you see straight away how such a
large deviation arises: usually because a few coincidentally high (or low) values happened
to fall together in one sample. This is how you make the abstract concept of sampling
variation concrete through a single visible case — a rewarding moment for a whole-class
demonstration. The same click-on-a-point works in the bootstrap app for a single sample,
where you can see which original values ended up in a resample.

Try it yourself — follow an outlier Draw many samples and click at the bottom
on a point that lies far to the left or right. - Look at the corresponding sample. Why
did precisely this one come out so extreme? - Repeat with a few outliers — do
students see the pattern behind a large deviation?
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Not everything is a number. Often the question is simply yes or no: does someone vote in
favour, is a product defective, does a student tick “yes”? Set Population to Proportion and
the elements become dots in two colours. Draw a sample and you see which dots were
drawn — and what fraction of them is purple. Repeat this, and the sampling distribution of
that proportion builds up, just as with the mean. This turns an abstract concept like “the
proportion in the sample” into something you can literally point at.

Try it yourself — the yes-no distribution Set Population to Proportion and set a
share of purple. - Draw a small sample and count the number of purple yourself;
compare with what the app says. - Turn on Show distribution and draw
thousands: around which value does the cloud lie, and what does a larger Size do
to the width?

5. The confidence interval — and why you are never asked anything

As soon as you know the width of the sampling distribution, you know your confidence
interval: the margin within which the true population value in all likelihood lies. The app
shows that interval and, more importantly, lets you feel what it means by repeating it many
times over.



Here is a surprise that students rarely hear stated explicitly. The width of that interval
depends on the size of the sample, and hardly on the size of the population. The app can
handle populations up to the millions — and you see that a sample of, say, a thousand is
just as accurate for a village of ten thousand inhabitants as for a country of seventeen
million, or for China. That is where the answer to the opening question comes from: a
pollster only needs a small sample, no matter how big the country is — and precisely for
that reason the chance that you of all people are ever asked anything is negligibly small.

Try it yourself — big country, small sample - Choose a large population and a
Size of around 1000; look at the width of the interval. - Make the population ten
times as large and draw again. Does the width change noticeably? - And the other
way round: keep the population the same and shrink the sample. What does
make the interval wider now?

6. Two populations: does zero lie in the interval?

Research rarely concerns a single group. The real question — exactly the one from the
randomised trial in the motivation — is usually a difference: does the experimental group
behave differently from the control group, or is the difference found just chance? For this
you draw samples from two populations at once and look at the difference of the two
means.

Build it up step by step. Draw a custom distribution in Population 1 and first make
Population 2 exactly the same — two identical populations, so in reality no difference.
Now draw repeatedly from both and place at the bottom not the individual means, but their
difference. Because the populations are equal, that difference should fluctuate around 0:
you see the sampling distribution of the difference build up around zero.

Then shift Population 2 a fair distance. Now there really is a difference, and the cloud of
differences shifts along with it, away from zero. With the 95% button you set the sliders to
the 95% interval of those differences, and then comes the key question: does 0 lie within
this interval?

e If0lies outside it, then “no difference” is unlikely — the two populations really do
differ.

e [fOliesinside it, then you cannot rule out a difference of zero.

That is, without a single formula, the whole idea behind a test: you measure a difference,
put aninterval around it, and check whether the “no difference” value fits inside. And it
closes the circle with the motivation: this is exactly how a randomised trial judges whether
a treatment works.

Try it yourself — the difference of two means - Draw a Custom distribution in
Population 1 and make Population 2 equal to it. - Draw repeatedly and show the
distribution of the difference of the means. Why does it lie around 07? - Shift



Population 2 a good distance and draw again. Use the 95% button to set the
sliders to the 95% interval. - Does 0 lie in that interval? Then slide Population 2
back towards Population 1 step by step: at which shift does 0 come back inside?

7. Arich lesson (after Jeroen Spandaw)

A lovely task, which | borrow from Jeroen Spandaw, is all about predicting before you look.
Under Population, choose the V-shape — a distribution with the mass at the edges and a
valley in the middle — or draw one yourself via Custom distribution.

Now ask the class, before anything is drawn, what the sampling distribution of the mean
will look like at Size 1, 2, 3, ... up to 7, and then at 100. At size 1 it is still the V itself. But
even at a small size something counter-intuitive happens: the valley in the middle fills up,
because the mean of a low and a high value ends up precisely in the middle. At size 100
there is nothing left of the V and there stands a tight, symmetrical hill.

The power of the lesson lies in the clash between expectation and observation. What did
you think, and does it match what you see? It is precisely that surprise that makes the
central limit theorem unforgettable — without the term ever having to be uttered.

Try it yourself — predict the V Set Population to V-shape. - Have everyone first
sketch on paper what the distribution of the mean looks like at size 1,2, 3 and 7. -
Then draw thousands of samples per size and compare with the sketches. - Finish
at size 100. Who predicted the symmetrical hill — and why* does it arise?*

For the teacher: the Cauchy distribution

After enough examples a strong suspicion arises: whichever population you choose, at a
large enough size the distribution of the mean contracts to a narrow peak — almost a
vertical line — and if you zoom in you almost always see something close to a normal
distribution. That is the central limit theorem, and it is remarkably robust.

But it does not hold always, and the app shows the exception nicely. Set Population to the
Cauchy distribution and turn on Same axis, so that the scale does not move along. Where
the Normal distribution neatly contracts to a sliver as the size increases, the Cauchy stays
stubbornly wide: however large you make the sample, extreme means keep cropping up.

The reason is fundamental: the central limit theorem requires a finite expectation (and
variance), and for a Cauchy distribution the expectation E[X ] does not exist — the integral
diverges. There is therefore no value the mean can concentrate towards. The sample mean
of Cauchy draws is in fact again exactly Cauchy distributed, with the same scale. Cauchy is
thus the classic counterexample: the distribution without a law of large numbers, and a
fine moment to discuss with students that mathematical theorems have their conditions.



Try it yourself — where the theorem stops - Set Population to Normal, Same
axis on, and increase the Size: the cloud contracts to a peak. - Do the same with
the Cauchy distribution. Why does this cloud refuse to contract?

In closing

From “what is a distribution” to the confidence interval runs one common thread: you do
not have to believe that a sample says something about the population — you can watch it
happen. The square-root-n law, the shape that creeps towards the normal distribution, the
margin that hangs on the sample and not on the country: itis all on the screen, ready to try
out for yourself.

The app can be found at www.vustat.eu (menu item Sampling).
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