Data analysis: start with the dotplot — from loose
numbers to a graph you understand

An article accompanying the VUstat app Data analysis — Piet van Blokland

Motivation

Teaching statistics is not about learning to operate a software package, but about learning
to analyse data. “Statistics is the art of learning from data,” wrote David Moore — and that
is where the attention in the classroom should go: to the data and the questions you ask of
it, not to the buttons.

And yet students often read a histogram wrongly. That is not their fault. We usually
introduce them to the end products — ready-made graphs in which the individual
measurements have already disappeared into bars — while they have never seen the step
towards them happen. In her research into reasoning with graphs, Lonneke Boels has
shown how persistent this is.

There is a simple intermediate step that prevents much of that misunderstanding: the
dotplot. One measurement, one dot. No bars in which you lose your students — you can
still see every one of them. And when you stack those dots and draw lines around them, the
dotplot turns into a histogram all by itself. In this way the dotplot is the stem from which the
histogram grows.

In this article | follow that route: from the data table, via the dotplot, to the histogram, and
then on to comparing groups and dealing with slightly trickier data. Each step goes with the
app Data analysis, to be found at www.vustat.eu.

1. The dotplot: every child a dot

Start with data that students recognise. The app opens with a class data set of 92 students
— with height, weight, age, gender, a question about their free time and more. Even before
a graph appears on the table, students see the ordinary data table on the left: row by row a
person, with Vanessa (1.35 m) at the top. That is the starting point: loose humbers, no
picture yet.

Now, in the Graph menu choose the Dotplot, and then set the variable to Height. Every
student becomes one small circle, placed at their own height along the horizontal axis.
Where many students have the same height, the dots stack up into a column. At a single
glance you now see what was hidden in the table: most are around 1.60-1.70 m, with a few
outliers at the top.
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The crucial didactical point: nobody has disappeared. You can still point to a single dot
and say “thatis Vanessa”. The dotplot is a graph you can still read as a table — and that is
exactly what makes it the ideal first step. From here on, every next graph is a summary of
something the student has already seen in full.

Try it yourself — the dotplot Open www.vustat.eu/apps/stat/. In the menu (the
three lines at the top right) the class data set is already loaded. - Ask first, before
you show anything: how tall do you think most of the students in our class are?
And are there a few who are well above or below that? Let students write down
their estimate. - Only then choose the Dotplot in the Graph menu and set
Variable on the right to Height — now you reveal the picture. - Switch on Large
radius: the dots become bigger and the stacking becomes clearer. - Click on a
single dot and see in the table on the left which student that is.

The difference between their estimate and the picture is exactly where the
conversation begins.

2. From dotplot to histogram

Now the key step. Leave the dots in place and switch on Histogram as well. Around each
column of dots a bar appears; together they form the histogram. Students literally see that
a histogram is nothing other than “the dotplot painted in”: the height of each bar is the



number of dots beneath it. The histogram tells the same story as the dotplot, only more
compactly — and at the price that the individuals now disappear into the bar.

With the Class width button you choose the class width. This is a rewarding experiment:
make the classes very narrow and the histogram becomes ragged; make them very wide
and the shape vanishes into a few clumsy bars. Meanwhile the dotplot underneath stays
unchanged — it is the reality, the histogram is a choice-dependent summary of it. That
insight — the same data, different histograms, depending on your choice of classes —is
precisely what so often goes wrong in exams and in practice.

It works just as well for a categorical variable, for example Gender. The same dotplot dots
then stack up per category into a histogram. One thing you see happen all by itself: with
numbers on a scale (height, weight) the bars touch each other, because the values lie on a
continuous axis; with separate categories (gender) the bars stand apart, because there is
no distance between the boxes. You do not have to memorise that as a rule — it follows
from what you see.

Try it yourself — watching the histogram appear In the same app, with Height
still selected: - Switch on Dotplot and Histogram together; the dots are now
inside the bars. - Open Class width and narrow and widen the classes. At which
width does the graph tell the fairest story? - Switch the variable to Gender: the
same dots, but now the bars stand apart. Let students put into words themselves
what has changed — and why.

3. Comparing groups: the Titanic

Data analysis only becomes really exciting once you place two groups side by side. For that
there is no finer data set than the Titanic — real, moving data with which students can
reason. The file contains all 1313 passengers, with their class (1st, 2nd, 3rd), age, gender
and whether they survived the disaster.

The power lies in the Group by button. Split the passengers by gender and look at survival:
the famous “women and children first” stands out at once — a far larger proportion of the
women survived than of the men. Then split by class and the picture becomes
uncomfortably sharp: the higher the class, the greater the chance of survival. This is not a
made-up exercise; itis history, and students feel it.

Didactically, something valuable happens here. Students discover for themselves the
difference between an association and chance: if survival and class had nothing to do with
each other, the graphs of the three classes would look alike — and clearly they do not. In
this way, without a single formula, you lay the foundation for the idea of a relationship
between two variables, which returns later with cross-tabulations and with tests.

Try it yourself — the Titanic In the menu choose the Titanic data set. - Set the
variable to survival and use Group by to make a split first by gender, then by class.



- Discuss: which split explains the chance of survival best — gender or class? - Let
students make a prediction before they see the graph. The indignation at the class
difference is an excellent starting point for a conversation about what data do and
do not tell us.

Around the Titanic a complete digibook has been made — a series of lessons with which
students can work almost independently: an introduction, the exercises, and direct links to
the apps. The final part also gives a first acquaintance with randomisation methods, here
applied to a cross-tabulation. The Dutch material is at
www.vustat.eu/digibook/dbtitanic/.

4. When one student gives several answers: the multipoint

Finally, a variable that in ordinary software often leads to confusion, but which you can
make very instructive precisely because of that. In the class data set there is the question
Free time: what do you spend your time on? Students were allowed to tick more than one
answer — A sport, B fitness, C music, D film, E reading, F other. Such a variable is called a
multipoint (in surveys: a multiple-choice or multiple-response question). Of such a
multipoint you cannot make a dotplot — after all, one student supplies several answers

and does not fit as a single dot on the axis — but you can make a histogram or a frequency
table.

Thatyields a graph with a catch: the bars add up together to more than 92, while there are
only 92 students. For many students (and many an adult) that is a puzzle at first — and
precisely for that reason so instructive. Whereas with Gender every student falls into
exactly one box, with Free time the same student counts in every category he ticked. The
percentages here are therefore not about “what proportion of the students”, but about
“what proportion mentions that activity” — and those two are not the same.

Itis a small topic with a big pay-off: students learn that you must always know what a bar
counts exactly before you interpret it. The app computes the multipoint correctly, so that
the conversation can be about the meaning instead of about the technique.

Try it yourself — the multipoint In the class data set: - Click in the table on a cell
of Free time to see which answers that student ticked — this makes it
immediately clear what is inside such a cell. - Set the variable to Free time and
look at the histogram. - Add the bars together and compare with the number of
students (92). How can the sum be larger? - Let students formulate what one bar

means exactly here — and why you may not simply add these percentages
together.




One step further: summary measures and the box plot

Once the shape is visible, you want to summarise it in numbers. The Summary measures
button shows mean, median and quartiles; Box plot draws the corresponding box
alongside. Here too it pays to leave the dotplot in place: students then see that the box plot
is a summary of the dots, and that two very different dotplots may well produce the same
box plot. Again the same thread — first see the individuals, only then summarise.

More than a hundred real data sets — in Dutch

The class data set and the Titanic are only the beginning. In the app’s menu a library of
more than a hundred data sets is ready, taken from Openintro — a well-known, freely
accessible project for statistics education — and specially translated into Dutch for this
app: not only the titles, but also the variable names and the category labels. These are real
data about real subjects: health and medicines, sport, nature and body measurements,
society and the economy.

That saves time in preparation. You no longer have to invent data: there is almost always a
file that fits your lesson or your class’s interests. And because everything is already
translated, students do not stumble over English column headers but can look straight at
the content. Choose a data set, switch on the dotplot, and the route from this article — see,
summarise, compare groups — works exactly the same on each of those hundred files.

Try it yourself — browsing the data sets In the app, open the menu (the three
lines at the top right) and scroll through the list of data sets. - Let students choose
a data set themselves that appeals to them. - One fixed opening question works
for all of them: choose a variable, switch on the dotplot, and describe in one
sentence what you see. - Anyone who wants to compare two groups uses Group
by straight away — just as with the Titanic.

Passing data on: from describing to analysing further

The Data analysis app does not stand alone. Two categorical variables — with the Titanic,
for example, class x survival — you summarise in a cross-tabulation by choosing Variable
1 and Variable 2. Alongside the counts you can switch there straight away between row,
column and total percentages — and that very choice is a classic stumbling block: “62%”
says nothing as long as you do not know of what it is 62% (of the first class, or of those
saved?). By placing the three percentages side by side on the same table, that becomes
clear at a single glance.

If you want to go further, the Cross-tabulation analysis button passes the same table on
to the app of that name — without reading the data in again. There the measures appear
that you do not quickly compute by hand: the expected counts if the two variables had



nothing to do with each other, the percentage difference and the relative risk between
groups, and a chi-square as a measure of the association. In this way you get much more
out of one cross-tabulation than just the counts.

That same passing-on also works towards the resampling and bootstrap methods: the
same data go with one click to an environment in which you work with samples and
uncertainty. In this way the line from describing (this article) runs naturally on to estimating
and testing — the subject of a separate article about the bootstrap.

Try it yourself — passing on a cross-tabulation Take the Titanic and make a
cross-tabulation with Variable 1 = class and Variable 2 = survival. - Switch
between row percentages and column percentages. Why do those two tell a
different story? - Click on Cross-tabulation analysis and compare the observed
counts with the expected counts: where does reality deviate most strongly from
“no association”?

In closing

The structure in this article is always the same: first see, then summarise. The dotplot
leaves every data point in place; the histogram, the box plot and the summary measure are
each a more compact summary of it. Anyone who reverses that order — the graph first, the
meaning as an afterthought — creates precisely the misunderstandings that Lonneke Boels
research is full of. Anyone who starts with the dotplot largely prevents them.

I

Practical assignment — your own class The strongest data set is that of the
students themselves. To make the collecting effortless, a ready-made Google
form is available with exactly the questions from this article — height, weight,
travel time, gender and a free-time question with several answers. Make your own
copy of it with one click (<copy link still to be filled in>), add your own questions if
you like, and let the classfill it in. - Download the answers as TSV (tab Responses
> the green Sheets icon > File > Download > Tab-separated values) and load them
into the app via File > Open > CSVfile (tick Tabs). Checkbox questions
automatically become a multipoint. - Then follow the same route: dotplot,
histogram, comparing groups. The students then analyse not just any data, but
their data — and see their own class take shape as a distribution.

The app can be found at www.vustat.eu (menu item Data analysis). The data sets from this
article — the class data set and Titanic — are ready in the app’s menu.
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