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Motivation 

 [FIGURE — insert the English screenshot here] 

During a workshop for mathematics teachers, something struck us: for many colleagues 
the bootstrap* is new. That is a pity, because it is perhaps the most intuitive gateway into 
inferential statistics that we have. No sampling distributions that fall out of the sky, no 𝑡-
table whose origin remains a mystery — just one simple idea, which moreover you can 
literally see happening.* 

The method is young. It was introduced in 1979 by the American statistician Bradley Efron, 
and could really only exist thanks to the computer: the idea revolves around repeating a 
draw thousands of times. The name refers to the expression “pulling yourself up by your 
own bootstraps” — just like Baron von Münchhausen, who pulled himself out of the swamp 
by his own hair. That is exactly what happens here: you extract information about the whole 
population from nothing other than your own sample, without any help from outside. What 
long seemed impossible turns out to work surprisingly well. 

The bootstrap does not stand alone in this. It builds on a feel for sampling variation that 
students must first develop — in a learning path that begins with variability and the normal 
distribution, and only then arrives at the bootstrap. So it is not a 
replacement for the normal distribution, but a next step that builds on 
that foundation. Teaching material that makes this progression 
explicit shows how naturally the bootstrap fits into such a learning 
path (see Toeval in de greep, in the references). 

In this article we first explain the idea. Then we show how this one idea 
works in very different situations. Only then do I turn to the question of 
why the method works. After that follows the didactic step that we 
ourselves use to lead students to 𝐻0 and 𝐻1. 

1. The idea: pretend your sample is the population 

Suppose you have a sample from a population — for example, the 
number of taps you can make with your finger within one minute — 
and you want to say something about the mean of the entire population of endlessly many 
attempts. The problem of classical statistics is well known: your mean 𝑥‾ is only one 
number, and you do not know how far it lies from the true population mean 𝜇. 

 



Bootstrap for a single mean 

The classical solution uses a formula for the standard error, 𝑠/√𝑛, and derives a 
confidence interval from it. But where that formula comes from, and why you apply a 
normal distribution or a 𝑡-distribution to it, remains gibberish to many students. 

The bootstrap turns it around. The core idea is deceptively simple: 

We do not know the population. So we pretend that our sample is the 
population, and draw from it again — with replacement. 

That “pretending” is the whole trick. You have 20 measurements; you treat those 20 
numbers as a mini-population and draw 20 new values from it, with replacement. Some of 
the original measurements then appear two or three times, others not at all. Such a new 
sample is called a bootstrap sample, and from it you again compute the mean. Do that a 
thousand times, and you get a thousand means. The spread of those thousand means tells 
you how volatile your original mean is. And the central interval within which 95% of them 
fall is your confidence interval. 

Try it yourself: open www.vustat.eu/apps and choose Resampling: Bootstrap 
for a single mean. Press the single blue arrow, and in the top graph you see 
which measurements are being drawn — the more often a value is redrawn, the 
thicker its border. In the middle graph the bootstrap sample appears. In the 
bottom graph the mean of that sample is placed as a single blue point. 

http://www.vustat.eu/apps


Click on the symbol of the three blue arrows and you see the distribution of 
means build up. Set the sliders to 95% and read off the confidence interval. Ask 
your students one question in advance: how much narrower does this interval 
become if the sample is twice as large? And if it is nine times as large? 

The gain, compared with the classical formula, lies in understanding: students see with 
their own eyes what sampling variation is, before even a single formula is put on the table. 

2. One idea, many situations 

The power of the bootstrap is that the same recipe — draw again from your data and 
recompute — keeps working as soon as you change the quantity of interest. No new 
formula per situation; always the same recipe. 

2a. Comparing two groups 

A double-blind experiment: two groups of students have to memorize words, one after a 
short nap, the other after drinking coffee. The question: does it really make a difference, or 
is it chance? Classically you would use the 𝑡-test for two means — with assumptions about 
normality and equal variances that you have to explain and check. 

With the bootstrap you simply do the same as before, but now with the difference of the 
two means as the quantity of interest: resample group A, and also group B, compute the 
difference 𝑥‾𝐴∗ − 𝑥‾𝐵

∗ , and repeat a thousand times. The distribution of those differences is 
your confidence interval for the true difference. 

Try it yourself: in VUStat choose Resampling: Comparing two means. 

At the top are the two groups (green and yellow), which indicate how many words 
are memorized after a nap or after coffee. Choose mean or median as the 
statistic — note that for the median there is no simple classical formula, but that 
the bootstrap handles it effortlessly. It is precisely there that the method shows 
its added value. Click on the three blue arrows and read off, at the bottom, the 
confidence interval for the difference (90 / 95 / 99%). 

The apps also allow you to load your own data. Anyone who wants to connect to data that 
students already know can, for example, use the Titanic data from existing teaching 
material to compare two groups — that makes the idea immediately concrete and 
recognizable. 

2b. Regression 

It works with regression too. The slope of the regression line is your quantity of interest. But 
how reliable is that slope from the one sample? 

The bootstrap gives a direct answer: resample the 50 points (the (𝑥, 𝑦) pairs together, with 
replacement), draw the regression line anew through each new cloud of points, and collect 



the slopes. The spread of those is a confidence interval for the slope, without your having to 
know anything about the distribution of the residuals. 

Try it yourself: in VUStat choose Resampling regression. In the default example 
it concerns the ages of husband and wife in heterogeneous marriages. You 
bootstrap the correlation coefficient r and watch the confidence interval take 
shape. Nice to discuss: with each resample the line jumps a little — that variation 
is exactly the uncertainty that in a classical output is hidden behind a single 
number. 

Very different questions, and each time the same idea. That is what makes the bootstrap so 
didactically attractive: students learn one way of thinking, instead of a list of separate 
recipes. 

3. Why does it work? 

We have now seen how the bootstrap works, in very different situations. Why can such a 
bootstrap confidence interval be used in just the same way as the confidence interval from 
classical theory? Why is it allowed to draw information about a population from a sample 
that you repeatedly let draw from itself? A full “proof” calls for rather heavy mathematics. 
For students, however, there is an app (The bootstrap principle) with which you can 
experiment and see what the meaning of this confidence interval is, and that it works for 
very different populations. 

3a. Through experimentation 

In the teaching material “Toeval in de greep” (see under References), students are led 
along the following idea: make a population of which you do know the true mean, draw a 
sample from it repeatedly, apply the bootstrap to each sample, and count how often the 
interval found contains the true mean. With a properly working 95% bootstrap this should 
be the case in about 95% of the cases. And precisely there you also see the limits: it goes 
wrong with very small samples. 

Try it yourself — does the bootstrap really work? 

Open Resampling: The bootstrap principle. At the top, draw with the mouse 
your own population, ordinary or deliberately weird, whose true mean is 
therefore known. One click on the single blue arrow draws a sample; another click 
simulates 3000 bootstrap samples and draws at the bottom the 95% confidence 
interval next to the true population mean. Does the interval contain that true 
value? Yes or no. 

With the triple arrow you repeat this many times and measure the coverage: the 
percentage of intervals that contain the true value. That should lie around 95%. 



 

Then have students specifically search for the weak spots: shrink the sample (30 → 20 → 10 
→ 5) or make the distribution extremely skewed. When does the method work well, and 
when does it not? That is immediately an honest conversation about the assumptions 
behind the technique. 

This connects directly to what students learn elsewhere about small numbers as a 
statistical pitfall: where a classical formula hides the unreliability of a small sample behind 
a number, the bootstrap makes visible where and when things go wrong. The same 
simulation is thereby a natural bridge to the broader theme of statistical pitfalls. 

3b. With a little mathematics 

In what follows, use is made a number of times of the theorem: 

Var(X+Y) = Var(X) + Var(Y) if the random variables X and Y are independent. 

Now call the sample 𝑥1, 𝑥2, … , 𝑥𝑛. 

One bootstrap draw 𝑋∗ blindly picks one of those 𝑛 numbers, each with probability 1
𝑛

. 

The expectation of a single draw. 



𝔼[𝑋∗]  =  ∑𝑥𝑖

𝑛

𝑖=1

⋅
1

𝑛
 =  𝑥‾. 

A bootstrap draw has as its expectation exactly the sample mean. That is reassuring: the 
bootstrap does not “invent” anything new; it is centered on what you already had. 

The spread of a single draw. 
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Note the denominator: here stands 𝑛, not 𝑛 − 1. This is the population variance of your data 
— after all, you treat the sample as the population. Indeed, with known population mean 𝑥. 

A whole bootstrap sample. 

Now draw 𝑛 of those values independently: 𝑋1∗, … , 𝑋𝑛
∗, and consider the bootstrap mean 
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(1

𝑛
)∑𝑋𝑖

∗. Because the draws are independent, we have: 

𝔼[𝑋‾∗] = 𝑥‾,  𝑉𝑎𝑟(𝑋‾∗) =
𝜎̂2
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=
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The bootstrap distribution of the mean is therefore centered on 𝑥‾ and has spread 𝜎̂/√𝑛. 
That is almost the familiar standard error. 

4. The step to hypothesis testing. 

Finally, the part where in teaching we see the greatest gain. Hypothesis testing, with a null 
hypothesis 𝐻0, an alternative 𝐻1, a test statistic and a 𝑝-value, is for students something 
that they all have to understand at once. Our experience: build it up in two steps, and begin 
with the confidence interval as an intermediate station. 

This division — first estimate, then decide whether there really is a difference — recurs in 
our teaching material under precisely that heading: Estimating and Deciding. 

The bootstrap confidence interval forms in it the basis on which you then “decide”. Anyone 
who works with that material will therefore immediately recognize the approach below: 
formal hypothesis testing is deliberately postponed until there is first a concrete interval. 

Step 1 — estimating (intuitively). Begin with the bootstrap confidence interval for the 
difference between two groups, as in §2. That is concrete and visual: “the true difference in 
all probability lies somewhere between these two bounds.” No hypotheses, no jargon — 
just an interval that you see take shape. 

Step 2 — the bridge to testing. Then ask one question: does a difference with the value 0 
lie within that interval? If not, then “no difference” is apparently unlikely — and that is 



exactly what a test wants to say. In this way the idea of a chance hypothesis (in this case: 
the difference is 0) arises in a natural way, from something that students already 
understand. The concept 𝐻0 is here replaced by the word “chance hypothesis”. With that, 
for the average secondary-school student the route ends: the interval, and the question of 
whether the “no difference” value lies within this interval, is concrete enough to let the idea 
of a null hypothesis land. 

This order — first see, then estimate, then test — reverses the classical structure. Not the 
definition first and the intuition as an afterthought, but the intuition first and the 
formalization as the finishing touch. For anyone who wants to teach statistics as 
understanding rather than calculation, it is in our view worth taking this gateway seriously. 
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